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Abstract

We consider a repair shop in which each unit comprises multiple component
types and cannibalization is allowed. The shop’s managers have a budget for
purchasing spare components and need to solve the spares allocation problem,
that is, to decide how many spares of each component type to purchase.
Customers arrive to the shop with a single unit of which at least one of its
components have failed and expect to be served within a tolerable waiting
time. Accordingly, the shop’s performance measure is the window fill rate,
that is, the fraction of customers who are served within the tolerable waiting
time. In our analysis, we develop exact formulas for the window fill rate
that comprise multiple dependent Skellam random variables. We overcome
the practical complexity of evaluating these formulas by using simulation to
evaluate only the random elements. We discuss running time considerations
to solving the spares allocation problem and demonstrate how the optimal
solution and the window fill rate depend on the tolerable wait, budget and
the customer base using an illustrative numerical example.

Keywords: Inventory, cannibalization, window fill rate, METRIC,
exchangeable-item repair system, M\G\∞, spares allocation problem

1. Introduction

Many advanced and complex systems, such as aircrafts and marine ships,
comprise components that are very expensive and therefore whenever they
fail they are repaired in lieu of being discarded. These components are usually
exchangeable, an thus, for example, when an aircraft’s engine needs repair, it
is removed and exchanged for an operable engine if one available exits. One
way to ensure the availability of such operable replacements is to purchase
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sufficiently many spare items. The inventory system just described is com-
monly referred to as an exchangeable-item repair system with spares. This
inventory system and its many variants are a common practice in military
and civil settings, such as the aviation and marine industries, nuclear power
plants and high-end electronic machines (Tsai and Liu, 2015).

Since purchasing spare items is very costly, managers use other prac-
tices to improve the system’s performance. Two such inventory practices are
‘phasing-out’ (e.g., Wijk et al. 2017; see also Block et al. (2014) who use the
term ‘parting-out’) and cannibalization (e.g., Salman et al. 2007, Sheng and
Prescott 2016). In both schemes, operable components are removed (i.e., can-
nibalized) from non-serviceable units, thus, in effect, generating additional
spare components free of cost. The difference between cannibalization and
’parting-out’ is that with cannibalization, the cannibalized unit is due to re-
turn to service, whereas with ‘phasing-out’, the unit is retired (i.e., doomed)
and most or all of its components are eventually used for parts.

In this paper, we consider an exchangeable-item single-location repair
system, in which the inventory unit comprises multiple components and in
which cannibalization is permitted. A major concern with cannibalization is
that the additional operations due to it may result maintenance related fail-
ures to the cannibalized unit and component. As a result, cannibalization is
mostly advantageous in inventory systems in which components are designed
for easy removal and installation (such as plug-ins in electronic systems).
Our assumption that there are no maintenance related issues with cannibal-
ization can be justified for modern design accommodating cannibalization.
This is in line with Sherbrooke’s observation that “the ability to optimize
the procurement of spares under the assumptions of cannibalization is be-
coming more important, because items on newer systems tend to be easier
to cannibalize” (Sherbrooke, 2004, p. 184).

Given a budget for spares, the managers solve the spares allocation prob-
lem, i.e., deciding how many spare components of each type to purchase. For
the performance measure we use a generalization of the fill rate, the window
fill rate. Whereas the fill rate measures the fraction of customers whose de-
mand is met upon their arrival, the window fill rate, in contrast, measures the
fraction of customers whose demand is met during a given time window. The
window fill rate captures two important features in the customer - service
provider relationship. First, most service agreements allow for service to be
rendered within some window of time (Caggiano et al., 2009). Second, even
absent a specific agreement, customers usually tolerate a certain wait and
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will not penalize the service providers if they are served within this tolerable
wait (Durrande-Moreau, 1990).

This paper makes a number of contributions. First, we derive an exact
formula for the window fill rate. We track supply and demand equations for
each of the component types and as a result we make repeated use of counting
the number of components arriving to the system and exiting it. Customer
arrival is modelled as a Poisson process and as a result the window fill rate
formula comprises multiple dependent Skellam random variables. A Skel-
lam random variable is the difference between two Poisson random variables
(Skellam, 1946). Unfortunately, the dependencies between these Skellam
random variables makes the evaluation of the window fill rate computation-
ally cumbersome. As a result, the paper’s second contribution is a hybrid
algorithm in which we separate between the random and the non-random
elements of the window fill rate and only the random elements are evaluated
by efficiently by Monte Carlo simulation. Third, we show how the hybrid al-
gorithm can be adjusted to solve the spares allocation problem and compare
the adjusted algorithm to a greedy approach based on the hybrid algorithm.
Fourth, we use a numerical example to illustrate the importance of assessing
correctly the customers’ tolerable wait. We use the numerical example to
investigate how the optimal solution changes with the tolerable wait, spares
budget and the number of customers served by the repair shop. One of the
insights gleaned from the numerical analysis is the existence of wide regions
of budget that do not affect the window fill rate. As a consequence, within
these regions it is likely that some of the budget is “wasted” since its effect
on the window fill rate is negligible.

2. Literature review

Our model is a single-location version of the METRIC model described
in Sherbrooke (1968) seminal paper whose many extensions are described in
Sherbrooke (2004) and Muckstadt (2005) and surveyed in Basten and van
Houtum (2014). Among the main assumptions of METRIC are that demand
follows a Compound Poisson distribution, “first come first serve” (FCFS)
service policy, ample repair facilities and a continuous one for one (S − 1, S)
review policy. Models that depart from these assumptions include Dı́az and
Fu (1997) who consider limited repair capacity, Levner et al. (2011) and Park
and Lee (2014) who consider a non-Poisson arrival, and Park and Lee (2011,
2014) who investigate an (S,Q) policy.
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The fill rate, i.e., the fraction of customers who receive a replacement item
immediately upon arrival, is one of the commonly used performance measure
of such inventory systems (e.g, Shtub and Simon 1994, Caggiano et al. 2007,
Lien et al. 2014). The window fill rate for time t is a generalization of the
fill rate and defined as the proportion of customers who are served within
the time window t. This measure is appropriate when customers tolerate
a certain wait (Durrande-Moreau 1990; see also Katz et al. 1991 who use
the term “reasonable duration”), or when the inventory system’s contracts
are such that service must be rendered within a predetermined time frame
(Caggiano et al., 2009). Papers with a similar approach include Dreyfuss and
Giat (2017), Song (1998), Caggiano et al. (2007). Dreyfuss and Giat (2017)
develop exact formulas for the window fill rate and develop an algorithm
for finding a near-optimal solution to the spares allocation problem. Song
(1998) and Caggiano et al. (2007) use approximation or bounding techniques
to estimate the fill rate when service must be rendered within a time window.
Caggiano et al. (2007) uses these approximation formulas and simulation to
solve the spares allocation problem.

Most METRIC-related papers examine items that comprise multiple types
of components. Smidt-Destombes et al. (2011) use the METRIC framework
to consider the case in which there are redundant components. With redun-
dancy, an item may still be considered operable when some of its components
have failed (see more in Cochran and Lewis 2002). In contrast, we assume
that there is only one component of each type and therefore once it fails the
unit as a whole is inoperable. Another related inventory practice is removing
functional components from units that are being phased out, a practice re-
ported as back as Mendershausen (1958) and Geisler (1959). Recently, Block
et al. (2014) propose a model to optimally manage spares from an aircraft
once it is decided to be phased-out. Similarly, Wijk et al. (2017) combine
simulation and a genetic algorithm to optimize the spares management of
aircraft maintenance with phasing out.

Cannibalization, which we consider in this paper, is a common practice in
the aviation industry and is investigated in a number of contexts. Our mod-
elling is similar to (Sherbrooke, 2004, Chapter 8) who assumes complete and
instantaneous cannibalization. Fisher and Brennan (1986) use simulation
to compare between eight cannibalization schemes ranging from no canni-
balization to complete cannibalization. Salman et al. (2007) examine the
benefits of cannibalization in the presence of maintenance-induced damage
and in Sheng and Prescott (2016) the demand for parts arises from preven-
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tive and corrective maintenance needs. Except for Sherbrooke (2004) the
aforementioned papers use simulation to evaluate the system’s performance.
Unfortunately, simulation is time-restrictive if many evaluations are needed
such as in the case of finding the optimal spares allocation. In contrast to
these simulation-oriented papers, Sherbrooke (2004) develops formulas for
the expected backorder and the aircraft availability. In our study, the sys-
tem’s performance measure is the window fill rate.

In this paper, we make repeated use of the Skellam distribution, also
known as the Poisson Difference distribution, which is a discrete distribu-
tion that describes the difference between two independent Poisson ran-
dom variables. Formally, S ∼ Skellam(λ1, λ2) if S = P1 − P2 and Pi ∼
Poisson(λi), i = 1, 2 are independent. Mathematical treatment of the Skel-
lam distribution goes back to Irwin (1937) and Skellam (1946). This distri-
bution is used mainly when difference of counts are needed, and has been
applied in a broad range of settings such as sports simulation (e.g., Karlis
and Ntzoufras 2009), biology (e.g., Jiang et al. 2014) medical treatment (e.g.,
Karlis and Ntzoufras 2006) and signal imaging (e.g., Hirakawa et al. 2009).
In the context of this paper, we use multiple Skellam variables to count the
difference between the number of failed components brought by customers
and the number of functioning components given to the customers. With the
exception of Dreyfuss and Giat (2017), we are unaware of any other inventory
model that makes use of Skellam random variables in its analysis.

3. The model

Customers arrive to a repair shop with an unserviceable unit that com-
prises K distinct components. Units have no redundant components and
therefore, a unit is unserviceable if one or more of its components have failed.
Consequently, to render it serviceable each of the failed components must be
either repaired or exchanged with an operable component of the same type.

Customers are served based on a FCFS policy. Let R̂k(·) denote the cu-
mulative repair time distribution function of type-k component, k = 1, ..., K.
We assume that the removal and installation of components is instantaneous.
As with most METRIC models, we assume that there are ample servers,
namely, that the repair facility in the shop is sufficiently equipped that once
a failed component is removed there is always a repair station available and
therefore the component’s repair commences immediately. The repair time
of each server is independent and follows R̂k(·).
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In this model, customers are differentiated only by which of their compo-
nents have failed. Throughout the paper we use the following notation. Let
j be an integer number between 1 and 2K − 1. The binary representation of
j is a string of K binary bits where the kth bit (from the right) is 1 if the
kth component is malfunctioning and 0 if the kth location is functional. We
say that a customer is of type j if for each k = 1, ..., K:

j(k) = 1 ⇔ the kth component of the customer is non-functional.

For example, if K = 3, then a type-6 customer (represented by 110) is a
customer who arrives with a unit whose first component is functional and
whose second and third components require repair.

Type-j customer arrival is assumed to follow an independent Poisson
process with parameter λj. Consequently, the total customer arrival follows

an independent Poisson process with rate λ :=
2K−1∑
j=1

λj. The probability that

a type-k component arriving in the system requires repair, pk, is the portion
of customers arriving with a failed type-k component and is given by

pk :=
1

λ

∑
j=1,...,2K−1 ∩ j(k)=1

λj. (1)

3.1. Spares and cannibalization

To expedite service time, the shop’s managers purchase spare components
for each component type. Moreover, components may be cannibalized from
other units that are waiting for service. For example, if a customer is waiting
for a type-k component to be repaired (because there is none on stock), the
cannibalization assumption dictates that if another customer later in the
queue holds a functional type-k component, it will be handed to the first
customer. Under the assumption that removal and installation times are
zero, our model is equivalent to a model in which:

• All the components are removed (whether they are functional or not).

• Components that are functional are “repaired” in zero time and then
placed in stock.

• Components that are non-functional are repaired according to R̂k(t)
and then placed in stock.
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Therefore, in the subsequent analysis we may assume that each customer
brings a unit in which all components are considered non-functional and
that the cumulative distribution function of repair time is

Rk(t) = (1− pk) + pkR̂k(t). (2)

The formulation ofRk(t) reflects the observation that with probability (1−pk)
the component is in fact functional and therefore it is “repaired” in zero time,
and with probability pk it is repaired according to R̂k(t).

3.2. Waiting time distribution

Let 1{Wx ≤ t} denote the event that Jane, a customer who arrived at
time x is served before time x + t. Namely, that by time x + t: (1) Jane
has reached the front of the queue and (2) there are at least one of each of
the K component types available on stock. To evaluate this, for each type-k
component, we consider a supply and demand equation by accounting for
the inventory between time 0 and time x + t. There are three quantities
contribution to the supply side:

• nk, the number of type-k spares in the system. At time zero they are
all functional.

• Mx,k(t), the number of type-k components that were repaired before
time x+ t.

• Z(k)
x (t), a binary variable indicating whether the type-k component of

Jane’s unit has been repaired by time x + t or not. Recall we use the
notation i(k) to denote the k-th digit of the binary representation of i.
Accordingly, Zx(t) denotes the repair state of all the components.

The demand side of the equation comprises:

• The (single) type-k component that Jane must receive.

• N(x), the number of customers that arrived before time x (“Pre-Jane
customers”) and therefore must be served before Jane, (since each cus-
tomer brings exactly one type-k component).

For each type-k component, the supply must meet the demand. Therefore:

1{Wx ≤ t} ⇔
K⋂
k=1

1
{
nk + Z(k)

x (t) +Mk,x(t) ≥ 1 +N(x)
}

(3)
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That is, 1{Wx ≤ t} is the conjunction of K events, where event k = 1, ..., K
is true if by time x+ t there is a functioning type-k component available for
Jane in stock. To proceed, we need to describe Mk,x(t) and Z

(k)
x (t).

3.3. The number of type-k components repaired before x+ t, Mk,x(t)

For the subsequent analysis we need to track the repair state of each
arriving unit. Let i = 0, ..., 2K − 1 denote a unit’s repair state such that
i(j) = 1, j = 1, ..., K, if the type-j component has been repaired by time x+t,
and i(j) = 0, otherwise. Recall, we use the notation i(j) as the jth binary
digit of i. For example, if K = 3 and i = 3, then the binary representation
is i = 011 and therefore i(1) = 1, i(2) = 1 and i(3) = 0. Thus, the repair state
represented by i = 3 is that only the type-3 is not repaired.

Mk,x(t) is the number of type-k components repaired before x+ t. These
components could have arrived from two sources; Pre-Jane customers and
customers who arrived after time x and before x+t (“Post-Jane customers”).

3.3.1. Pre-Jane customers

Let X(i), i = 0, ..., 2K−1 denote the number of Pre-Jane customers whose
repair state is i. In the previous example, X(3) represents the number of Pre-
Jane customers whose type-1 and type-2 components were repaired by time
x+ t and type-3 component was not repaired by that time. The probability
for a Pre-Jane customer who arrived at time u to belong to repair state i is
given by the multiplication of the probabilities of each of the components as
follows:

K∏
j=1

R̄j(i
(j), x+ t− u),

where, R̄j(1, t) = Rj(t) and R̄j(0, t) = 1−Rj(t). In our K = 3 example, the
probability that by time x+ t the unit of a customer that arrived at time u
belongs to repair state i = 3 (represented by 011) is

R1(x+ t− u)R2(x+ t− u)
(
1−R3(x+ t− u)

)
.

Applying well known results about the Poisson distribution (Ross, 1983,
Chapter 2) we have that X(i), the number of Pre-Jane customers whose units
belong to the repair state represented by i, is a Poisson random variable with
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parameter

λx

x∫
0

K∏
j=1

R̄j

(
i(j), x+ t− u

)du
x

= λ

x+t∫
t

K∏
j=1

R̄j

(
i(j), u

)
du. (4)

Each of the Pre-Jane customers belong to exactly one repair state, and
therefore we have that the sum of all the 2K − 1 possible X(i) is

2K−1∑
i=0

X(i) = N(x). (5)

3.3.2. Post-Jane customers

Let Y (i), i = 0, ..., 2K−1 be defined in a similar manner to X(i), with the
difference that Y (i) considers Post-Jane customers. Similarly to the previous
analysis, we have that Y (i) is a Poisson random variable with parameter

λt

x+t∫
x

K∏
j=1

R̄j

(
i(j), x+ t− u

)du
t

= λ

t∫
0

K∏
j=1

R̄j

(
i(j), u

)
du. (6)

Note that the difference between the parameters (4) and (6) is only in the
limits of the integral, reflecting the fact that X(i) is defined for customers
arriving during the period [0, x) whereas Y (i) is defined for customers arriving
during the period (x, x+ t).

3.3.3. The sum of the type-k components repaired before x+ t

We now return to give an explicit expression for Mk,x(t). By definition,

Mk,x(t) =
∑

0≤i≤2K−1 ; i(k)=1

(
X(i)+Y (i)

)
= N(x)−

∑
0≤i≤2K−1 ; i(k)=0

X(i)+
∑

0≤i≤2K−1 ; i(k)=1

Y (i)

(7)
where the second equation is obtained using (5). In our running example,
M1,x(t) denotes the number of type-1 components that have been repaired
by time x+ t. Since in the binary representation, the first digit of 0,2,4,6 is

9



zero and the first digit of 1,3,5,7 is one, we have that:

M1,x(t) = X(1)+X(3)+X(5)+X(7)+Y (1)+Y (3)+Y (5)+Y (7)

= N(x)−X(0)−X(2)−X(4)−X(6)+Y (1)+Y (3)+Y (5)+Y (7).

Since the X(i)’s and the Y (i)’s are Poisson random variables, we can
rewrite Mk,x(t) as N(x) minus a sum of Skellam random variables in the
following manner: Let NOT (i) denote the bitwise binary not of i. For ex-
ample, when K = 3, NOT (5) = 2 because 5 is represented by 101 and 2 is
represented by 010. Let S(i), i = 0, ..., 2K − 2, be defined as

S(i) := X(i)− Y (NOT (i)) = X(i)− Y (2K − 1− i). (8)

S(i) is the difference between two independent Poisson random variables and
therefore has a Skellam distribution (see Skellam 1946). By (4), (6) and (8)

S(i) ∼ Skellam
(
λ

x+t∫
t

K∏
j=1

R̄j

(
i(j), u

)
du , λ

t∫
0

K∏
j=1

R̄j

(
1− i(j), u

)
du
)
. (9)

Substituting (8) in (7), we have that

Mk,x(t) = N(x)−
∑

(0≤i≤2K−2)∩(i(k)=0)

S(i). (10)

In our running example, we have that

M1,x(t) = N(x)+
(
Y (7)−X(0)

)
+
(
Y (5)−X(2)

)
+
(
Y (3)−X(4)

)
+
(
Y (1)−X(6)

)
= N(x)− S(0)− S(2)− S(4)− S(6).

Notice that in (9) and (10), we do not need to define S(2K−1) since X(2K−1)
and Y (0) never appear in (7). In contrast, S(0) appears in each of the Mk,x(t)
since X(0) and Y (2K − 1) appear in each of the Mk,x(t).

3.4. The repair state of Jane’s unit, Zx(t)

Zx(t) denotes Jane’s unit’s repair state at time x + t, namely, the repair
state of each of the components after t from arrival. Accordingly, Pr[Zx(t) =
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i], i = 0, ..., 2K − 1 is given by

Pr
[
Zx(t) = i

]
=

K∏
j=1

R̄j(i
(j), t), (11)

where, recall, we use the notation R̄j(1, t) = Rj(t) and R̄j(0, t) = 1−Rj(t).

3.5. The probability of the event 1{Wx ≤ t}
We now continue developing the formula for the event 1{Wx ≤ t}. Sub-

stituting (10) into (3) we have that 1{Wx ≤ t} is equivalent to

K⋂
k=1

{ ∑
0≤i≤2K−2;i(k)=0

S(i) ≤ nk + Z(k)
x (t)− 1

}
. (12)

To obtain Pr[Wx ≤ t], the probability of the event 1{Wx ≤ t}, we condi-
tion on the value of Zx(t) in (12) and therefore Pr[Wx ≤ t] is given by

=
2K−1∑
i=0

(
Pr
[
Zx(t)= i

]
· Pr

[ K⋂
k=1

1
{ ∑
0≤j≤2K−2 ; j(k)=0

S(j) ≤ nk+i(k)−1
}])

=
2K−1∑
i=0

(K∏
j=1

R̄j(i
(j),t) · Pr

[ K⋂
k=1

1
{ ∑

0≤j≤2K−2 ; j(k)=0

S(j) ≤ nk+i(k)−1
}])

,(13)

where the second row follows from (11).
Let ~n = (n1, ..., nk) denote the number of spares of each type in the

system. The window fill rate for tolerable wait t, F (t, ~n) is the non-stationary
probability that a random customer arriving to the system is served within t
units of time upon his/her arrival. It is obtained by taking the limit x→∞
of Pr[Wx ≤ t] and summarized in the following theorem:

Theorem 1

F (t, ~n) =
2K−1∑
i=0

(
C(i, ~n) ·

K∏
k=1

R̄k(i
(k), t)

)
. (14)

where C(i, ~n) is the probability that a type-i customer is served by time t of
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arrival and is given by

C(i, ~n) = Pr
[ K⋂
k=1

1
{ ∑

0≤j≤2K−2 ; j(k)=0

S(j) ≤ nk + i(k) − 1
}]

i = 0, ..., 2K − 1,

(15)
where

S(j)∼Skellam
(
λ

∞∫
t

K∏
k=1

R̄k

(
j(k), u

)
du , λ

t∫
0

K∏
k=1

R̄k

(
1−j(k), u

)
du
)
, j=0, ..., 2K−2.

(16)

4. Evaluating the window fill rate

The conjunctions in (15) are dependent since they have common Skellam
random variables. In our running example, the conjunctions are:

K⋂
k=1

1
{ ∑

0≤j≤2K−2 ; j(k)=0

S(j) ≤ nk+i(k) − 1
}

= 1
{
S(0)+ S(2)+ S(4)+ S(6) ≤ n1+i(1)−1

}
∩ 1

{
S(0)+S(1)+ S(4)+S(5) ≤ n2+i(2)−1

}
∩ 1

{
S(0)+S(1)+S(2)+S(3) ≤ n3+i(3)−1

}
(17)

To overcome the terms’ dependencies, we condition on the values of the
Skellam random variables that appear in more than one of the conjunctions.

By definition, the kth conjunction contains all the S(j) such that j(k) = 0.
We make a number of observations:

Observation 1 S(0) appears in each conjunction and S(2K−1) does not
appear in any conjunction.

Observation 2 The left hand side of each conjunction has 2K−1 Skellam
random variables.

Observation 3 In each conjunction there is exactly one Skellam random
variable that appears only in that conjunction. S(2K−1−2k−1) is unique to
the kth conjunction because the binary representation of 2K−1−2k−1 is 1 in
all the digits except the kth digit.
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By Observation 3, the value of all the Skellam variables except for S(2K−
2k−1−1), k = 1, ..., K must be conditioned in order to evaluate the conjunc-
tions in (15). To generalize the formulation, it is convenient to define the
following sets of numbers.

• Let B denote the set of numbers between 0 and 2K − 2 whose binary
representation has at least two zeros. Notice that by Observation 1 we
do not need to consider the number 2K−1. The numbers in B represent
the Skellam random variables that are dependent (i.e., appear in more
than one conjunction). Let bi, i = 1, ..., |B| represent the elements of B
by some arbitrary ordering. We note that |B| = 2K −K − 1.

• Let Bk be the set of numbers between 0 and 2K − 2 such that the
binary representation of the number has a zero at the kth location and
at least one more zero. Descriptively, Bk represents all the Skellam
random variables that are in the kth conjunction that are dependent
(i.e., are also in other terms).

We may rewrite C(i, ~n) (15) as:

∞∑
sb1=−∞

∞∑
sb2=−∞

· · ·
∞∑

sb|B|=−∞

|B|∏
j=1

Pr[S(bj)=sbj ]·
K∏
k=1

Pr
[
S(2K−2k−1−1) ≤ nk+i

(k)−1−
∑
bj∈Bk

sbj
]

(18)
In our running example,

Pr

[ K⋂
k=1

1
{ ∑

0≤j≤2K−2 ; j(k)=0

S(j) ≤ nk + i(k) − 1
}]

=

∞∑
s0=−∞

Pr[S(0) = s0] ·

(
∞∑

s1=−∞

Pr[S(1) = s1]

·
( ∞∑
s2=−∞

Pr[S(2) = s2] ·
( ∞∑
s4=−∞

Pr[S(4) = s4]

· Pr[S(6) ≤ n1 + i(1)−1−s0−s2−s4]
· Pr[S(5) ≤ n2 + i(2)−1−s0−s1−s4]

· Pr[S(3) ≤ n3 + i(3)−1−s0−s1−s2]
)))

. (19)
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It is impractical to evaluate C(i, ~n) using (18) due to its computational
complexity. For example, to obtain a reasonable accuracy we must compute
the probabilities of more than ten sbi values for each Skellam random variable.
This requirement implies that a single evaluation of C(i, ~n) requires more
than 102K−K−1 Skellam probability evaluations (recall |B| = 2K − K − 1),
which is restrictive even for K as low as 4.

An obvious way to evaluate the window fill rate is to use simulation soft-
ware such as Arena Simulation. For a single evaluation of the window fill rate
this may be the best approach. However, when repeated evaluations of the
window fill rate are needed – such as during optimization – then simulation
time may be considerable, rendering the full simulation approach infeasible.
As a compromise between using (14) and executing a full simulation, we pro-
pose a hybrid approach in which a Monte Carlo simulation is used to evaluate
only C(i, ~n) after which (14) is used to compute the window fill rate.

4.1. Hybrid algorithm (HA)

Let ~n = (n1, n2, ..., nK) be an arbitrary spares allocation.

1. Evaluate all the possible R̄k(i, t) multiplications in (14) and (16). The
upper limit of the first parameter in (16) is chosen so that integrand is
sufficiently close to zero. For example, if repair is Normally distributed
four standard deviations above the mean is sufficient for most practical
problems.

2. Generating the Skellam variables: Generate L values for each of the
2K − 1 Skellams S(0), ..., S(2K − 2). The size of L determines the ac-
curacy of the simulated value of (15). Using standard statistics formu-
las (e.g., Mendenhall and Sincich 1992, Chapter 8.8) the large-sample
(1−α)100% confidence interval for a population proportion (probabil-
ity) is p̂±zα/2

√
p̂(1− p̂)/L), where L is the sample size, p̂ is the sample

population proportion and zα/2 is taken from the normal distribution.
Since, we are sampling many cases with unknown probabilities, we use
the “worst-case” value for p̂(1 − p̂), i.e., p̂ = 0.5 and p̂(1 − p̂) = 0.25.
Consequently, to obtain a 99% confidence level (zα/2 = 2.58) for a con-
fidence interval width of less than 0.1%, L = ( 1

0.1%
)2 ∗ 2.58 ∗ 0.25 ≈

2, 600, 000 samples are needed.

3. Computing C(i, ~n):

(a) Let LHSk denote the left hand side of the kth conjunction in (15).
Compute LHSk.
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Table 1: Running Time Complexity of HA

Step Complexity Explanation
1 O(K2K) The products are multiplications of K elements. There

are 2K permutations of these products.
2 O(L2K) L draws of 2K Skellam variables.
3a O(LK2K) There are K LHSk’s. By Observation 2, each LHSk is

a sum of 2K−1 Skellams. The computing of each LHSk
is repeated for each of the L draws.

3b O(L2K) There are 2K permutations of the right hand of the con-
junctions (nk or nk + 1 for each k = 1, ..., K). This is
repeated for each of the L draws.

4 O(2K) (14) is a sum of 2K elements.

(b) Given the LHSk, compute C(i, ~n) for all the possible values of i.

4. Compute the window fill rate using (14).

4.2. Computational considerations

In the next section, we develop two algorithms based on HA that solve
the spares allocation problem. To simplify the analysis, and for comparing
between the algorithms, we consider only K and L for the running time
complexity. That is, we assume that the number of integral evaluations
in (16) and the number of operations needed to generate a draw from the
Skellam distribution are constant. The running time complexity of each of
HA steps is given in Table 1. The overall complexity of HA is O(LK2K)

5. Application: The spares allocation problem

The importance of evaluating the window fill rate efficiently is especially
critical when these evaluations must be made multiple times. In this section
we demonstrate how HA can be used to solve the spares allocation problem.
Let ci, i = 1, ..., K denote the unit cost of type-k component and let Budget
denote the total budget. The manager’s problem is to find the number of
spares of each component type that maximizes the window fill rate subject
to the budget constraint:

max
~n=(n1,...,nK)

F (t, ~n) subject to
K∑
k=1

cknk ≤ Budget. (20)
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The baseline parameters of the problem are:

• There are K = 4 component types.

• The tolerable wait is t = 30 days.

• The spares budget is 1000.

• Unit cost is the same for each component type, ci = 7.5 for i = 1, ..., 4.

• The arrival rate of type-j customer is λj = 0.4/15 = 0.02667, j =
1, ..., 15. That is, we assume that the arrival rate of each customer type
is identical and is given by one customer every 37.5 days. Accordingly,
the total arrival rate is λ = 0.4 customers per day and the probability
for type-j customer is pj = 7/16, j = 1, ..., 15.

• Repair times (in days) are Normally distributed with mean (µ0, µ1, µ2, µ3) =
(300, 200, 100, 50) and standard deviation (σ1, σ2, σ3, σ4) = (75, 50, 25, 12.5).
Let Φ(t|µk, σk) denote the cumulative Normal distribution function. By
(2), the cumulative repair time distribution isRk(t) = 9

16
+ 7

16
Φ(t|µk, σk).

To optimize the problem we suggest two optimization algorithms that
are based on HA. The first is a greedy algorithm. The second algorithm
uses a “brute force” approach while saving considerable computing time by
avoiding repetitive computations.

5.1. Greedy optimization algorithm (GOA)

It is straightforward to show that the window fill rate is increasing in
each of the nk’s. Unfortunately however, the window fill rate is not concave
in the nk’s and therefore a greedy approach does not necessarily result in
an optimal solution and may depend on the initial solution. We, therefore,
consider the greedy algorithm mainly as a comparison to the algorithm we
propose in the next section. The greedy algorithm allots spares according to
the location that maximizes the increase in the window fill rate using HA.
The output of GOA is nk, k = 1, ..., K, the number of spares allocated to
item type k.

1. Setup: Execute Steps 1 and 2 of HA. Set nk := 0 for each k = 0, ..., K
and set s := Budget (s denotes the remaining budget).

2. If s <= min{ck}, finish. Otherwise, proceed to the next step.
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3. For each k = 1, ..., K: If s ≥ ck then set θk = F (t, (n1, .., nk +1, ..nK)−
F (t, (n1, .., nk, ..nK) using Steps 3 and 4 of HA. Otherwise, set θk := 0.

4. Set k∗ := arg max
k
{θk} (that is, k∗ is the type with maximal θ).

5. Set nk∗ := nk∗ + 1, s := s− ck∗ and return to Step 2.

We point out that Steps 1 and 2 of HA need not be repeated in each greedy
iteration since they are independent of the spares vector, ~n. We further
note that when the nk’s are small then the window fill rate is insensitive
to the number of spares. Therefore, in our experiments, due to rounding
errors, in the early iterations of the GOA all the θk in Step 3 were zero. To
overcome this, one unit was added to each of the item types (given that there
is sufficient budget).

5.2. “Brute force” optimization algorithm (BOA)

The BOA evaluates the window fill rate for all the feasible values of ~n in a
manner similar to HA. To limit the search space we assume that the maximal
number of spares for type-k component is n̄k. To further reduce running time,
we note that in (15) neighbouring ~n’s require many identical computations.
This happens because the right hand side of the conjunctions have i(j), which
take the value of 0 and 1. We will therefore use multi-dimension matrices (A
and B) to avoid repetitive computations. These replace Step 3b in HA.

1. Execute Steps 1 – 3a of HA.

2. Constructing the frequency matrix A: A is a K dimensional matrix, in
which the kth dimension ofA is indexed between−1 and n̄k. A(i1, i2, ..., iK)
is defined as the number of draws that meet the condition

K⋂
k=1

{
max{−1, LHSk} = ik

}
.

For example, if the next draw is LHS1 = 5, LHS2 = −1 and LHS3 = 6,
then A(5,−1, 6) is increased by one. We use max{−1, LHSk} because
in (15) any LHSk < −1 is equivalent to LHSk = −1 and will give
probability 1. We also note that if any LHSk > n̄k then this draw is
not recorded in A. The running time of this step is O(KL) since A is
updated for each of the K LHSk’s and this is repeated L times.

3. Constructing the cumulative matrix B: Let B(i1, i2, ..., iK) denote the

number of draws such that
K⋂
k=1

{
max{−1, LHSk} ≤ ik

}
. The construc-
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tion of B is done recursively and requires 2K additions for each entry
in B (see in the Appendix the expression for K = 4). C(i, ~n) is given
by the ratio B(n1 + i(1) − 1, n2 + i(2) − 1, ..., nK + i(K) − 1)/L. Let N
denote the number of cells in A or B. Since each dimension in A ranges
from −1 to n̄k, we have that N =

∏K
k=1(n̄k + 2). The construction of

B requires entering a value to each element of the search space. Each
element requires 2K computations (see Appendix) and therefore the
running time of this step is O(N2K).

4. Execute Step 4 of HA for each possible spares allocation. The running
time of this step is O(N2K). The output is the spares allocation with
the highest window fill rate.

5.3. Computation time - BOA and GOA

Interestingly, BOA running time may be faster than GOA. This happens
when the search space, N , in BOA is small compared to the Skellam sample
size, L. The greedy algorithm repeats Steps 3a – 5 of HA multiple times,
which, when L is large, is very time consuming. Conversely, the order of
Step 3 in BOA is O(N2K) and therefore, in practice, if N isn’t too large
compared to L it requires less running time than GOA.

5.4. Numerical results and sensitivity analysis

To compute the optimal solution, the algorithm uses the following pa-
rameters:

• The search space is ni = (0, ..., 80) for each i = 1, ..., 4, resulting with a
40,960,000 possible values for ~n. Note that the search space is needed
only for BOA.

• For each Skellam variable we generate L = 2, 600, 000, which provides
a 99% confidence level for a confidence interval of less than 0.1%

For the baseline scenario, GOA is far from optimum. GOA required 229
seconds and resulted with the allocation (62,40,17,14) whose window fill rate
is 82.2%. By way of comparison, BOA obtained the optimal solution in 55
seconds. The optimal allocation is ~n = (66, 43, 19, 5) leaving 2.5 units of
money unused and resulting with a window fill rate of 91.0%. These results
demonstrate that GOA is of limited value for solving the spares allocation
problem. Even in the situations that GOA is faster than BOA, such as when
the search space is extremely large or when L is relatively small, it comes at
the expense of a considerably lower accuracy.
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Figure 1: The optimal solution’s dependence on the tolerable wait

5.4.1. Tolerable wait

The tolerable wait is a key parameter of the performance measure. The
bigger the tolerable wait, the more managers can delay service without suf-
fering penalties. Figure 1 displays how the optimal solution, ~n∗(t), changes
with the tolerable wait, t. As the tolerable wait increases, the budget for
component types that require a longer repair time (‘slow types’) increases
at the expense of the budget for component types that are quickly repaired
(‘fast types’). The intuition behind this is as follows. When the tolerable
wait is small, both the fast and slow types are in desperate need for spares
since both have a very low probability to be repaired on time (i.e., within the
tolerable wait). However, when t increases, the probability to be repaired on
time increases more for the fast types compared to the slow types. Since,
however, customers need all the components to be available, the slow type’s
need for spares increases compared to the fast types. To compensate for
this, some spares should be allocated to slow types at the expense of the fast
types. In Figure 2 we plot the optimal window fill rate as a function of the
tolerable wait. The characteristics of the graph are similar to findings in a
single type model (Dreyfuss and Giat, 2017). The window fill rate is either
S-shaped or concave with the tolerable wait.

Table 2 details the window fill rate if the firm deviates from the op-
timal solution. We consider five different criterions, Fx, x = 0, 10, ..., 40
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Figure 2: The optimal window fill rate’s dependence on the tolerable wait

and display the optimal solution for each of these criterions and a num-
ber of performance statistics (the window fill rates for tolerable waits of
0, 10, ..., 40. In our example, we assume that the “true” tolerable wait is
30, and therefore the optimal solution is ~n∗(30) = (66, 43, 19, 5), which re-
sults in an F (~n∗(30), 30) = 91.0%. Consider now what would happen if the
firm neglects to take into account the tolerable wait. In such a case, the
firm would optimize the fill rate (i.e., window fill rate for t = 0) and would
therefore purchase ~n∗(0) = (60, 40, 21, 12) spares. Since, the “true” tolerable
wait is 30, the fraction of customers who receive service within their tolera-
ble wait reduces from 91.0% to F (~n∗(0), 30) = 80.4%, that is a difference of
10.4%. Such an appreciable difference stresses the importance of assessing
as correctly as possible customers’ tolerable wait and optimizing according
to it.

5.4.2. Budget

In Figure 3 we let the budget range from 500 to 1200 and depict the
window fill rate. Similarly to its relationship with the tolerable wait, the
window fill rate is S-shaped with the budget size. Interestingly, in our par-
ticular example, it is quite pointless to invest small budgets as their effect
is insignificant. Specifically, any budget less than 510 results in a window
fill rate of less than one percent. The reason to this is that in our example,
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Table 2: Service Measure Statistics for each of the Optimality Criteria

Solution and Statistics
~n∗=(n∗0,n

∗
0,n
∗
0,n
∗
0) F (n∗,0) F (n∗,10) F (n∗,20) F (n∗,30) F (n∗,40)

F0 (60,40,21,12) 11.4% 33.9% 60.0% 80.4% 92.1%
Criterion F10 (62,41,20,10) 10.5% 37.1% 66.5% 85.7% 94.9%

for F20 (64,42,19, 8) 6.9% 34.6% 69.6% 89.3% 96.8%
Optimality F30 (66,43,19, 5) 1.8% 21.5% 63.8% 91.0% 98.0%

F40 (68,44,18, 3) 0.3% 10.1% 48.8% 87.5% 98.5%

Notes: The table displays the optimal solution and the service measure statistics when

we optimize according to each of the criteria. Criterion FX denotes the window fill rate

for tolerable wait X.
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Figure 3: The optimal window fill rate’s dependence on the budget

21



Table 3: The optimal solution for different budgets

Budget F (~n∗, t) ~n∗ Percent of Budget (%)
600 6.2% (46,25,8,0) (58,32,10,0)
800 47.4% (56,35,13,2) (53,33,12,2)

1000 90.9% (66,43,19,5) (50,32,14,4)
1100 97.6% (71,47,21,7) (49,32,14,5)

Notes: The table details the optimal solution for different budget levels. F (~n∗, t) is the

window fill rate, ~n∗ is the number of spares of each component type, and ‘Percent of

Budget’ is the percent of budget allocated to each component type.

repair time is significantly long compared to the tolerable wait, and therefore
many spares are needed for the spares to have any meaningful influence on
the window fill rate. If, in contrast, the repair times were much shorter, then
even a small budget would have an noticeable effect, and the window fill
rate’s graph would begin with a discernible slope.

In Table 3 we detail the optimal solution for selected values of the budget.
The table includes the window fill rate, the optimal solution and what percent
of the budget is dedicated to each of the component types. As the budget
increases, the budget-share of the fast types increases at the expense of the
slowest type. The budget and the tolerable wait affect the optimal allocation
oppositely; increasing t results in more budget share to the slow types, where,
in contrast, increasing the budget results in more budget share to the fast
types.

5.4.3. Customer base

We now turn to examine how the station’s performance is affected by the
customer base, i.e, the number of customers served by the station. We let the
total customer arrival rate to vary between 0.3 and 0.8 and continue to assume
(similarly to the baseline scenario) that customer types are symmetrically
distributed. A formal treatment of the relationship between the window fill
rate and λ in (16) is too difficult. In lieu of a formal treatment, therefore, we
provide an intuitive explanation. Let x1 and x2 denote the first and second
parameter in (16), respectively. The mean of Sj is x1 − x2 (Skellam, 1946).
When x1 > x2, then the mean of Sj is increasing with λ, and therefore the
probability in (15) is decreasing with λ and consequently, the window fill rate
is decreasing with λ. When the converse is true, i.e., x1 < x2, then the mean
of Sj is sufficiently low that the probabilities in (15) are one and therefore
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Figure 4: The optimal solution’s dependence on the customer base
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Figure 5: The optimal window fill rate’s dependence on the customer base
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the window fill rate is also one and is unaffected by the change in λ.
The optimal solution and the window fill rate are displayed in Figure 4 and

Figure 5, respectively. Increasing the customer base is similar to decreasing
the budget. When the arrival rate increases, then the need for the budget is
greater, which by the discussion in Section 5.4.2 implies that the slow types
will require a greater budget-share.

6. Conclusions

Computing the window fill rate when parts can be cannibalized is a cum-
bersome task that usually entails simulation. This approach however, is very
limited since simulation-based optimization procedures are usually time con-
suming, suboptimal and do not lend themselves to sensitivity analysis. As
an alternative to a full-scale simulation we develop exact formulas for the
window fill rate in a model with spares and cannibalization and multiple
component types. When the system has even only few component types a
direct evaluation of the formulas is practically impossible since the formulas
comprise too many dependent Skellam variables. We therefore propose a
hybrid algorithm that is a compromise between the full-scale simulation and
the use of formulas. The main idea of the hybrid algorithm is to simulate
only the stochastic elements of the formulas. This is done with a Monte
Carlo simulation that obtains high accuracy relatively fast.

We demonstrate an application of our model and its formulas by address-
ing the question of finding the optimal spares allocation in a repair shop
with four component types. In this example, we obtain the optimal solu-
tion appreciatively faster than by regular ‘full scale’ simulation. Further, we
conduct a sensitivity analysis which we use to understand how the optimal
solution and the window fill rate are affected by the tolerable wait, budget
and customer base.

The main conclusion of the numerical illustration is that managers must
take into account the tolerable wait and that a steep price is paid if they
neglect to do so. In addition, we find a strong S-shape relationship between
the window fill rate and the model parameters. A practical implication to
this, for example, is that there are regions in which budget changes have a
profound impact and regions in which changes in the budget or of no practical
consequence.

When cannibalization is permitted, components are removed and installed
more times than under the no cannibalization assumption. As a result, in
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many realistic settings, cannibalization results in a higher probability for
maintenance-related failures. Our model may be extended to include these
types of failures and used to estimate the true benefits of cannibalization.

Appendix A.

In Step 3 of BOA, the cumulative matrix B can be constructed recursively
using the frequency matrix A. For example, for K = 4, B(i1,i2,i3,i4) := 0 if
i1 =−2 or i2 =−2 or i3 =−2 or i4 =−2. Otherwise,

B(i1, i2, i3, i4) := A(i1,i2,i3,i4) +

+B(i1−1,i2,i3,i4)+B(i1,i2−1,i3,i4)+B(i1,i2,i3−1,i4)+B(i1,i2,i3,i4−1)

−B(i1−1,i2−1,i3,i4)−B(i1−1,i2,i3−1,i4)−B(i1−1,i2,i3,i4−1)

−B(i1,i2−1,i3−1,i4)−B(i1,i2−1,i3,i4−1)−B(i1,i2,i3−1,i4−1)

+B(i1,i2−1,i3−1,i4−1)+B(i1−1,i2,i3−1,i4−1)+B(i1−1,i2−1,i3,i4−1)+B(i1−1,i2−1,i3−1,i4)

−B(i1−1,i2−1,i3−1,i4−1) (A.1)

For brevity we do not give an explicit expression for the general K. We

point, however, that the number of elements is
K∑
i=0

(
i
k

)
. This sums to 2K

additions/subtractions.
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